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Abstract
There is an increasing demand for an effective means of
post-publication evaluation of ecological work that
avoids pitfalls associated with using the impact factor of
the journal in which the work was published. One
approach that has been gaining momentum is the
‘Faculty of 1000’ (hereafter F1000) evaluation procedure, in which panel members identify what they
believe to be the most ‘important’ recent publications
they have read. Here I focused on 1530 publications
from 7 major ecological journals that appeared in 2005,
and compared the F1000 rating of each publication with
the frequency with which it was subsequently cited. The
mean and median citation frequencies of the 103
publications highlighted by F1000 was higher than for
all 1530 publications, but not substantially so. Further,
the F1000 procedure did not highlight any of the 11
publications that were each cited over 130 (and up to
497) times, while it did highlight 14 publications that
were each cited between 4 and 9 times. Further, 46%
and 31% of all manuscripts highlighted by F1000 were
cited less often than the mean and median respectively
of all 1530 publications. Possible reasons for the F1000
process failing to identify high impact publications may
include uneven coverage by F1000 of different ecological topics, cronyism, and geographical bias favoring
North American publications. As long as the F1000
process cannot identify those publications that
subsequently have the greatest impact, it cannot be
reliably used as a means of post-publication evaluation
of the ecological literature.

iee 3 (2010)

The past decade has seen a substantial increase in the
use of external evaluations to evaluate scientific
performance, ranging from the level of the individual to
university departments and even whole institutions, and
frequently these form the basis for major decisions
about allocation of funding and other resources. As the
scientific publication is the most tangible output of the
scientific process, many evaluations have focused on
assessing the relative ‘quality’ or ‘merit’ of publications
in terms of their likely impact in the field. The true
impact of a publication does not usually become apparent until several years after it is published, especially
in the case of ecological research. However, evaluations
often focus on the most recent publications produced by
an individual or organization, because evaluations
usually focus on current outputs and thus future
potential, rather than on publications from several years
previously. As such, there is an obvious need for
assessments of ‘quality’ that can be measured soon after
papers are published without waiting for them to garner
citations or recognition. Any short term measure of
scientific merit has potential drawbacks and may be
potentially influenced by various types of bias (Lortie et
al. 2007). One such short-term measure used in many
evaluations involves rating publications by the impact
factor of the journals in which they appear. However,
there are numerous criticism of this focus on impact
factors (Seglen 1997), the most important arguably
being that most publications in high impact factor
journals still only attract modest numbers of citations
(Seglen 1997, Leimu and Koricheva 2005). The increasing importance being placed on journal impact factors
has led some editors to concentrate on enhancing their
journal’s impact factor (sometimes in rather
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questionable ways) at the expense of ensuring that their
journal best meets the needs of the scientific community
(Monastersky 2005, Aarssen and Lortie 2009). This
latter problem has been explicitly identified for some
leading ecological journals (Monastersky 2005).
These and other problems with journal impact factors
have led to a demand for other means of determining the
relative ‘quality’ of manuscripts shortly after publication. One such approach that has been rapidly gaining
momentum is the ‘Faculty of 1000’ (hereafter F1000)
evaluation process (http://f1000biology.com), in which
(to use the phrasing on the F1000 website) ‘a global
panel of experts’ or ‘the world’s top scientists’ ‘select’
‘the most important’ or ‘the most interesting’ publications in each of the fields that F1000 covers. The
F1000 system also rates selected publications into
categories of ‘recommended’, ‘must read’ and ‘exceptional’, corresponding to F1000 scores of 3.0, 6.0 and 9.0
respectively; publications not selected by any members
of the panel presumably have a F1000 score of 0.0. This
method of rating is rapidly gaining attention, as revealed
by the frequency with which scientists list F1000 scores
for their publications in personal web sites, CVs, and
application packages for positions, tenure and promotions. This measure is also attracting attention from
administrators; for example, as noted on the F1000
website, CNRS (the main government-funded research
institute in France) ‘has given its lab heads access to
Faculty of 1000 Biology to better assess the research
that CNRS funds and the suitability of applicants’. If
such a system is to be used for these sorts of purposes
then it is essential that it can reliably identify those
scientific papers which go on to have the greatest
scientific impact. Despite the momentum that the F1000
ranking system has been gaining, it has been subjected
to little scrutiny by the scientific community; most
publications addressing the issue of science evaluation
instead offer unquestioning praise for expert evaluations
of this type (e.g., Raff et al. 2004, Badjer 2005, Marder
2006, Allen et al. 2009). To my knowledge, no
quantitative assessment of the F1000 evaluation process
has ever been performed.
If the F1000 rating system is indeed identifying the
most important publications, then we would expect
those publications that it highlights to be the same ones
that subsequently become heavily cited. There are well
known limitations with using citation counts of individual publications to assess their impact, and differences
in counts between publications of 20% or even two-fold
can be ascribed to various reasons other than merit.
However, a publication that is cited over 100 times over
a five year period would undoubtedly be exerting a
bigger impact in its field than another that is cited less
than 10 times over the same period. To put it another
way, if the F1000 system was performing well, then it
would highlight most or all of those publications that go
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on to be cited hundreds of times over the following few
years, and few if any that become cited only a handful
of times. In this light, I sought to test whether
manuscripts published in 7 major ecological journals
throughout 2005 that were highlighted by the F1000
procedure are the same as those that subsequently
become the most heavily cited. The journals that I
selected were Ecology Letters, Ecology, Oikos,
Oecologia, American Naturalist, Journal of Ecology
and Journal of Animal Ecology, which were chosen to
ensure a good cross section of leading American and
European based journals. I selected 2005 because that
would give sufficient time (5 years) for manuscripts to
garner sufficient citations for this analysis, and avoid
earlier years during which the F1000 rating system was
still becoming established or was less well known. Over
2005 these journals collectively published 1530 articles.
For each article I obtained the total number of citations
that it had accumulated by March 31 2010 by using the
Web of Science (WoS) data base, and using the search
tools in the F1000 data base to determine its F1000
score. Publications that were not present in the F1000
data base, and had therefore not been recommended by
any members of the F1000 panels, were allocated a
F1000 score of 0.0.
Frequency distributions of citation counts from the
WoS for all 1530 publications, for the 103 of these
publications that were selected by F1000, and for the 26
of these publications with F1000 ratings of ‘must read’
or ‘exceptional’ (i.e., scores of >3), are given in Table 1.
It is apparent from this table that F1000 evaluations
serve as weak predictors of which publications go on to
have the greatest impact. While publications selected by
F1000 members do on average have a higher mean and
median number of citations than those not selected, this
difference is not substantial, and the ability of F1000 to
predict those papers that go on to have the greatest
impact is poor. For example, this analysis reveals that:
(1) None of the 12 most cited publications published
over 2005, including all 11 cited between 120
and 497 times, were recommended by any F1000
member.
(2) In contrast, 14 publications that were identified
by the F1000 system as recommended or higher
(including 3 identified as ‘must read’) were subsequently cited between 4 and 9 times over this
period.
(3) Of those 103 publications rated by F1000 as
‘recommended’ or higher, 46% were subsequently cited less often than the mean of all 1530
publications, while 31% were cited less than the
median. For those 26 identified as ‘must read’ or
‘exceptional’ (i.e., the top 1.7 % of publications), the corresponding figures are 35% and
19%.
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Table 1. Frequency distribution of citations from publication date until 31 March 2010 (both totals and percentages)
for all manuscripts published in seven major ecological journals in 2005 (see text for listing), as well as the manuscripts within that pool either ‘selected’ by F1000, or allocated a F1000 score >3 (i.e., ‘must read’ or ‘exceptional’).
Number of citations

200-500
150-199
130-149
120-129
110-119
100-109
90-99
80-89
70-79
60-69
50-59
40-49
30-39
20-29
10-19
0-9
Total
Median
Mean

All Publications
Total
4
2
5
3
2
3
5
5
15
26
42
72
151
290
508
397
1530
16.0
22.3

Percent
0.3
0.1
0.3
0.2
0.1
0.2
0.3
0.3
1.0
1.7
2.7
4.7
9.9
19.0
33.2
25.9
100.0

(4) The three publications of the 1530 identified
by F1000 as ‘exceptional’ (i.e., the top 0.2% of
publications) were cited 112 times, 27 times
and 13 times, corresponding to a rank (out of
the 1530 publications) of 17th, 381st and 905th
respectively. As such, while these three publications do include one that has subsequently
had a significant impact, they also include one
whose citation count was in the lowest 45% of
all publications.
Further, we may predict that of those papers actually
highlighted by the F1000 panel (i.e., with non-zero
scores), those that receive high scores (‘must read’ or
‘exceptional’) would go on to have higher citation
counts than those with the lowest non-zero scores
(i.e., ‘recommended’). This could be the case, for
example, if the F1000 panel was at least able to
reliably rate the relative scientific merit of those
manuscripts that they selected for profiling. Although
Table 1 does provide evidence for slightly greater
mean total citations for manuscripts with high F1000
scores, this difference is not large, and even here it is
apparent that many manuscripts that receive low nonzero scores end up being cited much more heavily
than many manuscripts that receive high scores.
The issue therefore arises as to why F1000 scores
of publications perform so poorly in predicting their
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Publications selected
by F1000
Total
Percent
0
0.0
0
0.0
0
0.0
1
1.0
2
1.9
0
0.0
2
1.9
1
1.0
2
1.9
6
5.8
7
6.8
12
11.6
9
8.3
23
21.3
25
23.1
14
13.5
103
100.0
23.0
32.6

Publications with
F1000 score >3
Total
Percent
0
0.0
0
0.0
0
0.0
1
3.8
1
3.8
0
0.0
1
3.8
0
0.0
0
0.0
1
3.8
2
7.6
4
15.3
1
3.8
7
26.9
5
19.2
3
11.5
26
100.0
27.0
37.5

subsequent citation count, and crucially, conspicuously fail to predict those highly influential publications that go on to become cited hundreds of times. I
identify three reasons.
First, despite suggestions to the contrary on the
F1000 website, the F1000 panel does not cover all
branches of ecology evenly. There are many
examples, but a particularly noticeable one is the
‘Community Ecology and Biodiversity’ area, which is
heavily represented by researchers that work on the
biodiversity-ecosystem functioning issue, at the
expense of many other topics. As such, publications
that represent even relatively minor advances in the
diversity-function area (and subsequently garner only
modest numbers of citations) often get generous
F1000 evaluations, while publications in other
branches of community ecology that go on to make a
substantial impact in the field are often overlooked.
Second is the issue of cronyism. While the vast
majority of panel members undoubtedly take the high
road and aim to be scrupulously fair, this is probably
not true of all. Cronyism can exist at two levels. First,
the F1000 ‘section heads’ appoint the ‘faculty
members’ who perform the evaluations, and there are
several examples in ecological fields of these heads
appointing their sometime coauthors, collaborators,
those who agree strongly with them on controversial
topics, and even their recent Ph.D. graduates. Second,
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there are several examples of ‘faculty members’ in
ecological fields generously recommending publications written by each other and their sometime
coauthors (akin to the type of citation ring highlighted
by Keddy 2006), as well as those by the ‘section
heads’ that appointed them. The F1000 system has no
obvious checks in place against potential cronyism,
and whenever cronyism rather than merit is involved
in any evaluation procedure, perverse outcomes are
inevitable.
Third is the issue of geographical bias. In this
analysis, four of the seven journals have similar
impact factors (between 4 and 5) and exercise similar
degrees of selectivity; it would therefore be reasonable to expect them to receive comparable coverage
by F1000. Two of these, Ecology and American
Naturalist, are published in America, while the other
two, Journal of Ecology and Journal of Animal Ecology, are published in Europe. For all manuscripts
published in 2005, 8.4 % and 15.7 % of papers
published in Ecology and the American Naturalist
were recommended by F1000, while only 1.6 % and
1.7 % of papers published in the Journal of Ecology
and the Journal of Animal Ecology were recommended. It is notable that in the ‘Ecosystem Ecology’
area, 26 out of 32 (or 82 %) of ‘faculty members’
selected by the ‘section heads’ (themselves American) are from North America. Despite claims on the
F1000 website of avoidance of geographical bias, for
the ‘Ecosystem Ecology’ area at least, one gains the
impression of American ‘section heads’ selecting
mostly American ‘faculty members’ who then
recommend mostly American publications.
Further, it is relevant that WoS citation counts,
despite their obvious limitations, effectively represent
a form of scientific evaluation performed by the
whole global scientific community, whereas the
F1000 ratings are performed by a selected elite subset
of this community (or, in the words of the F1000
website, the ‘world’s top scientists’). However, given
the above points, it is more likely that the very large
discrepancies between total citation counts and F1000
scores are due to inherent problems with the F1000
evaluation system rather than because those who are
selected to serve as F1000 evaluators are more
capable of identifying the best research than are other
ecologists. For example, it is not credible that the 12
most cited papers in published 2005 were not selected
by F1000 members because they were poorer papers
than those that were selected.
The poor concordance between F1000 ratings and
subsequent impact of ecological publications may be
even more extreme than this analysis suggests. First,
it is possible that profiling of publications by F1000
members might in turn cause them to gain more
attention and thus greater number of citations than
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they would otherwise attract; in this light the F1000
process is widely advertised as a means for
researchers to filter out the most ‘important’ and
‘interesting’ publications from the rest. Second,
publications by well known authors are more likely to
be read both by F1000 panel members and by the
scientific population at large, likely leading to both
higher F1000 scores and greater numbers of citations
than publications of comparable merit from lesser
known authors would attract. This would strengthen
the relationship between the two measures.
There is a widely recognized and obvious need for
effective post-publication evaluation of manuscripts
that avoids the flaws associated with using the impact
factor of the journal that the work was published in.
However, despite widespread advocacy for the F1000
approach as evaluation tool, this analysis suggests
that the current version of this approach has serious
limitations for this purpose at least with regard to the
ecological literature. Some discrepancy between
F1000 scores and subsequent citation counts across
publications is inevitable regardless of how well
either measure reflects scientific impact. However, it
is scarcely credible that all 11 publications cited more
than 130 times over the past five years in this analysis
(including one cited 497 times), and which all have
F1000 scores of 0.0, are less ‘important’ or ‘interesting’ than the 14 manuscripts published over the same
period that are cited 9 or fewer times (including two
each cited 4 times) and have F1000 scores of 3.0 or
more. If, as this analysis suggests, the F1000 process
is unable to identify those publications that subsequently have the greatest impact while highlighting
many that do not, it cannot be reliably used as a
means of post-publication quality evaluation at the
individual, departmental, or institutional levels.
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